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Problem
• Not enough hard examples

Frequent failure cases:

Learning to Train with Synthetic Humans

Synthetic Data Generation

Occlusion Camera Position
Goal
• Robust multi-person pose estimation

Cao et al. [1] Cao et al. [1]

Augment real data with synthetic humans

Mixed and Domain Adapted Dataset

Using a variant of photorealistic style transfer algorithm [2] 

• Smaller domain gap
• Occasional artifacts when person detector [3] fails

Results Datasets

Not all synthetic data samples provide new information

Reward if and update by

Results Teacher 

Masking out Synthetic Humans

Qualitative Results and Conclusion
• Training with synthetic data improves multi-person pose 

estimation
• Augmenting real data with synthetic humans helps
• For the mixed dataset most of the improvement is due to 

more occlusion (masking out synthetic humans)
• Stylization helps only when synthetic humans are masked out
• Informed sampling enables more effective use of synthetic 

data
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Introduction

Inspired by [4] we 

Teacher Network
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